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ABSTRACT

This  paper  discusses  the  effectiveness  of  various 
speculative techniques to minimize the latency of virtual 
channel router pipelines.  The proposals are compared to 
each  other  as  well  as  to a  4-stage (20 FO4) canonical 
example router.   One technique reduced the router to a 
single  stage  (35  FO4),  but  was not  flexible  enough  to 
accommodate  adaptive  routing  algorithms.   Another 
implementation  uses  two  pipeline  cycles  (FO4  not 
reported)  but  works  with  both  adaptive  and  oblivious 
routing  algorithms.   In  both  cases  substantial  latency 
gains are observed with the use of speculation.

1. INTRODUCTION

  Since  1965,  Moore's  Law has  described  the  scaling 
trend within  the semiconductor industry, as the number 
of  transistors  placed  on  a  single  chip  has  doubled 
approximately  every  24  months.   Another  result  of 
technology scaling is that wire delays are becoming more 
significant relative to transistor delays.  Hence, while we 
can now place multiple  processors on a single die,  the 
intrachip  communication  among  the  processors  is 
becoming  a  critical  design  point.   Interconnection 
networks  have  been  developed  to  facilitate 
communication  between  different  system  elements  and 
reduce this impending bottleneck.
  The  advantage  of an  on-chip  system (as  opposed to 
multi-chip  systems)  is  a  lower  communication  latency 
due  to  shorter  wires.   In  addition,  the  communication 
channels can generally be wider, and components are less 
pin-limited.   This  implies  that  the  delay introduced  at 
each hop of the network becomes a critical factor in the 
overall  latency  of  the  network.  Therefore,  for  better 
performance, the delay of each hop in the network must 
be decreased.
  There are numerous techniques for reducing latency in 
computer architecture, and one such technique is broadly 
known as speculation.  For example, processors speculate 
on the outcomes of branching and looping conditions in 
order to avoid stalling the pipeline on every instruction 

branch.   Transactional  memory  systems  allow 
multiprocessor  systems  to  speculatively  operate  on 
memory, potentially avoiding  the  latency incurred  with 
more traditional memory barrier methods.  Research has 
shown  that  routers  in  interconnection  networks  can 
leverage  the  same  concepts  within  their  pipeline  to 
decrease per-hop delay.

2. BACKGROUND

In [3] Peh et al. propose a general router model that can 
accurately predict router delays based on the number of 
physical  ports,  the  channel  width  for a  virtual  channel 
(VC)  router,  and  the  number  of virtual  channels.  The 
models  proposed  are  for  a  canonical  wormhole router 
and a virtual channel router.   After analyzing these two 
canonical  models,  a third  canonical  model is proposed: 
the  speculative  VC  router.  The  canonical  wormhole 
router  has  three  stages:  routing,  switch  allocation,  and 
switch traversal. The canonical VC router adds a stage to 
this which is the virtual channel allocation stage.  Figure
1 shows  the  canonical  view of  a  VC  router.   In  the 
routing stage, the packet destination address is decoded, 
and its output port is determined.  For a VC router, this 
information is stored in the input virtual channel's state 
fields.

1

Figure 1 - Virtual Channel Router



  The  next  stage  in  a  virtual  channel  router  is  VC 
allocation. Here, an output virtual channel is allocated to 
the packet, and the state information in the output virtual 
channel is updated to reflect the reservation.
   After VC allocation, the crossbar switch is allocated to 
the  requesting  virtual  channels,  and  finally,  the  flit 
traverses the switch. 
   Peh et al. suggest a new router architecture to remove 
the dependencies between router stages and allow stages 
to proceed in parallel. This architecture uses speculation, 
and in particular,  the virtual channel allocation stage is 
combined  with  a  speculative  switch  allocation  so  that 
switch  allocation  proceeds  as  if  the  virtual  channel 
allocation has succeeded. If the VC allocation fails,  the 
reserved crossbar passage is wasted. In this architecture, 
non-speculative requests are prioritized over speculative 
requests so as to avoid deadlock, and to avoid any impact 
on throughput where non-speculative requests are being 
blocked by speculative ones.
   Simulations  done  in  [3]  show that  the  router  using 
wormhole flow control saturates at a throughput of 40% 
of the capacity, whereas the virtual channel router with 2 
virtual channels per physical port extends this saturation 
point  to 50% and the speculative virtual  channel router 
with the same number of virtual channels reaches 55% of 
capacity. The zero-load latency of the speculative virtual 
channel router is found to be approximately equal to that 
of the wormhole router at 30 cycles, each with a delay of 
20 FO4. 
  Another important finding in [3] is the high sensitivity 
of throughput on latency. This comes as a side-effect of 
using  credit-based  flow control  where  buffer  usage  is 
sensitive  to  the  credit  loop  delay.  In  particular,  the 
authors  find  that  throughput  is  decreased from 55% to 
45%  for  the  speculative  router  when  the  credit 
propagation latency is increased from 1 cycle to 4 cycles. 
Lower latency routers are therefore important  factors in 
achieving  high  throughput.  The  following  section 
outlines  other  implementations  which  have  achieved 
lower latencies.

3. IMPLEMENTATIONS

The  following  analysis  is  broken  down  into  the  4 
different pipeline stages of the canonical VC router.  In 
each case, various techniques for removing or reducing 
the latency associated with the stage are analyzed.  At a 
high  level,  these  speculative  approaches  all  involve 
determining what control overhead can be removed from 
the critical  path.   For example,  allocation decisions can 
be made in previous cycles by predicting the requestors of 

a resource.  By moving control overhead off the critical 
path,  one is able to condense pipeline stages and obtain 
better  latency, assuming  the  collision  or 'misprediction' 
condition occurs relatively rarely.

3.1. Routing
Mullins  [1][2]  suggests  that  in  order  to  remove  the 
routing  decision  from  the  critical  path,  it  should  be 
completed in parallel with the other stages. This requires 
that  the  routing  decision  actually  be computed  for  the 
next  hop and be explicitly stored in the outgoing packet. 
This method works well for oblivious routing algorithms, 
but precludes the use of adaptive routing.  This is because 
nodes would have to predict routing decisions that their 
next hop would make, which would require them to store 
considerable state about many nodes in the network.

  Kim, et. al. [4] acknowledge the need for routers to 
support adaptive routing schemes while maintaining the 
short pipeline as proposed by Mullins [1].  While Mullins 
suggests  the  routing  decision  can  be made  one hop  in 
advance,  and  thus  allowing  its  parallelization  with  the 
rest  of the router  pipeline,  Kim points out the fact that 
such  an  approach  would  make  adaptive  routing  even 
more complicated than it already is. Moreover, in order 
to reduce congestion in the network, the adaptive part of 
the algorithm should be done as close to the actual time 
of routing as possible; stale information might cause the 
adaptive  algorithm  to  reduce  performance  rather  then 
improve it. 

Kim  et.  al.  propose  a  router  architecture  that  is 
composed  of  a  2-cycle  router  pipeline  which  supports 
adaptive  routing.   They  suggest  look-ahead  routing 
similar  to Mullins,  but instead of calculating  a decisive 
routing  for  the  next  hop,  the  look  ahead  routing  only 
chooses  a  direction.  Therefore,  when  a  header  packet 
arrives at a router (stage i), the routing decision for the 
next router (stage i+1) includes a set of possible physical 
channels rather than just one. 

The  proposed  scheme  was  designed  and 
implemented for a 2D torus network and on a 2D mesh. 
Based  on  the  four  destination  quadrants  and  the  four 
directions  (NE,  NW,  SE,  SW,  N,  S,  W,  E),  a  3-bit 
routing vector is established for each packet. The routing 
vector is attached to the header flit, and once it arrives at 
the next router,  an adaptive algorithm can decide about 
the actual physical channel.
  Notice  that  for  a  packet  to  traverse  in  one  of  the 
quadrants  (e.g.  NE),  it  must  arrive  from  one  of  the 
opposite  directions  (either  S  or  W)  or  from  the  local 
input  port  which  is connected to that  node.   Therefore 
incoming  packets  are  delivered  to  four  groups  (named 
path sets) of three virtual channels.  Figure 2 shows the 
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detailed router architecture, and Figure 3 shows a single 
magnified path set.  One should notice that the inputs for 
the  cross bar  are  aggregated by outgoing  direction and 
not  by origin.  Therefore,  as  Figure  3 emphasizes,  all 
packets  which  are  traveling  in  the  NE  direction  are 
located in one path set. Within the path set, they are kept 
in three virtual channels (one for each possible origin).
  To  complete  routing,  an  adaptive,  congestion-aware 
algorithm is implemented. This functionality is contained 
in  the  pre-selection  module  (bottom of  Figure  2).  The 
pre-selection  function  is  responsible  for  selecting  the 
physical  output  channel  for  a  packet,  and  allocating  a 
virtual  channel  and  switch  slot.  For  example,  a  packet 
arriving from W with direction vector NE can leave on 
either the N or the E physical channel. The pre-selection 
function  makes the decision based on congestion criteria 
(thus implementing an adaptive algorithm). 

  In  order  for  the  port  selection  to  be kept  out  of the 
critical  path,  the  pre-selection  module  uses  congestion 
look-ahead  information  along  with  cross-bar  status  to 
determine optimal routing (and allocation).  This is done 
during the cycle prior to the arrival of the packet.

  Although  Kim's  concepts  were  implemented  for  the 
routing  computation stage of the pipeline,  they actually 
describe  a  more  general  method  of  implementing  a 
decision  arbiter  in  two  distinct  stages.   First,  pre-
calculate  a  small  set  of suitable decisions,  and  second, 
make  a  final  decision  for  each  possible  set.   By 
decomposing the  decision making into two stages, Kim 

was  able  to  do  some  of  the  computation  in  advance 
(reduced  the  critical  path)  while  still  maintaining  the 
flexibility of an adaptive routing algorithm.

3.2. Switch Allocation
  As described in the canonical router [3], virtual channel 
allocation  and  switch  allocation  are  performed 
sequentially. Peh and Dally suggest that switch allocation 
can be done speculatively in parallel with virtual channel 
allocation.  If virtual  channel  allocation  fails,  then  both 
stages  should  be retried.  In  order  to  prevent  livelock, 
VC's  which  already  hold  an  output  VC  should  have 
priority  over  those  which  are  only making  speculative 
switch  requests.   Mullins  [2]  describes  a  detailed 
implementation of this idea for switch arbitration. 

The  core  idea  in  [2]  for  speculatively  allocating  both 
output  virtual  channels  and  the  switch  is  a  speculative 
variation of a matrix arbiter.   In a matrix  arbiter,  input 
virtual  channels  that  win  arbitration  are  given  lower 
priority  in  subsequent  arbitrations.   Therefore,  we can 
speculatively grant the resource to the next requestor on 
the next cycle. This is done with the use of a grant-enable 
signal,  which  is  ANDed  with  the  arbitration  request 
signal  at  the  current  cycle to calculate  the  final  grant. 
This logic is shown in Figure 4.

  The authors note that switch allocation can be broken 
down into two stages, and both reduce to an arbitration 
stage.   First,  in  the  V:1 stage,  each  switch  input  must 
select between V virtual channels that wish to access that 
switch  input.  Once  these  are  decided,  the  P:1 stage 
allocates each switch output  to one of  P switch inputs. 
The authors use the precomputed arbiter shown in Figure
4 for both the  V:1 and  P:1 stage of switch  allocation. 
However, the arbiter shown in Figure 4 does not work if 
there are no unsatisfied requests in the previous cycle (all 
grant  enable signals will  be zero on the current  cycle). 
The authors deal with this issue differently in each of the 
two arbitration stages.
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Figure 2: Kim et. al.:Proposed Router Architecture

Figure 3: Kim et. al.: One of 
Four Path Sets

Figure 4: An arbiter which precomputes its grant 
enable signals one cycle early [2]



  In  the  V:1 stage,  the authors  assume that  the system 
allows only a  single  new request  per  clock cycle. This 
makes sense as only a single flit can be received on each 
physical link in  each cycle. Therefore, if no unsatisfied 
requests remain at the end of the previous cycle, it is safe 
to  assert  all grant  signals.  At  each  cycle,  speculative 
requests  are  made  by header  flits  which  are  awaiting 
virtual  channel  allocation.   Non-speculative  switch 
arbitration  requests  are  those  produced  by  virtual 
channels  that  currently  hold  a  flit,  have  already  been 
allocated an output virtual channel, and have free buffer 
space in their output virtual channel.

  In the P:1 stage, the assumption that the system allows 
only a single new request per clock cycle does not hold, 
as two head flits may arrive on the same cycle and want 
to use the same physical output. The authors still wish to 
pre-compute the grant  enable signals for this stage even 
if  there  are  no  requests  on  the  previous  cycle.   They 
describe  two  ways  of  doing  this.   One  way involves 
predicting  where  requests  are  likely  come  from  and 
setting  a  single  grant-enable.   The  other  way involves 
asserting  all  grant-enable  signals  and  aborting  the 
operation if the resource is over-allocated.

  The  authors  use the  latter  choice,  as it  is  simpler  to 
implement, and they claim that it will have little impact 
on performance.  This seems to be a reasonable claim  for 
networks  under  particular  loads.   For  example,  in  a 
lightly loaded network,  the chance of over-allocation is 
small, and so the resulting impact on performance would 
also  be  minimal.   At  the  other  extreme,  in  a  heavily 
loaded network, the chance that there are no requests to 
guide  the  next  grant-enable  signal  is  also  small. 
However,  in  a  moderately  loaded  network,  one  can 
imagine many packets requesting allocation, resulting in 
many  over-allocations  (and  hence  many  wasted 
operations)  by  the  speculative  scheme.   Under  such 
traffic  conditions,  speculation  may in  fact  degrade  the 
router's overall latency.

3.3. Virtual Channel Allocation
  Mullins  [1]  divides  virtual  channel  allocation  in  the 
same way as switch allocation, that  is, into a  V:1 stage 
and  P:1 stage. In their implementation [2], the V:1 stage 
is very simple. Free output virtual channels are placed in 
a queue (one for each physical output/function), and flits 
awaiting a virtual channel select the head of the queue as 
their  desired  output  VC.  Hence,  packets  awaiting  a 
particular  output  VC only request  it  if they know it  is 
free. The grant-enable signal for each output VC in the 
V:1 stage is precomputed whether the output VC is free 
or not. If no requests are made in the previous cycle, all 
of the grant-enable signals  are asserted,  since only one 
new flit can arrive on any physical link per cycle.

  In the  P:1 stage, the design is the same as in  switch 
allocation.  If there are no requests currently,  all  grant-
enable  signals  are  asserted,  and  the  operations  are 
aborted if the output VC is over-allocated.

3.4. Switch Traversal
In  [2],  as  soon  as  the  switch  is  granted  successfully, 
whether  speculatively  or  non-speculatively,  the  flit  is 
allowed to traverse the  channel.  This  is  speculative on 
the  availability  of buffer  space in  the  next  hop.  Thus, 
when  there  are  no  aborts,  the  packet  can  traverse  the 
switch  in  a  single  cycle.  The  critical  path  for  this 
architecture is shown in Figure 5.

4. PERFORMANCE NUMBERS

  Each  of  the  authors  conducted  slightly  different 
experiments  to evaluate the effects of their  speculation. 
However,  each  did  execute  a  latency-vs-throughput 
experiment on an 8x8 mesh network. The authors in [3] 
simulated  both  wormhole  routing  and  virtual  channel 
routing to show that virtual channel routing can increase 
throughput  of a  network,  while  speculation  can  reduce 
the latency to that of wormhole. with the same amount of 
buffering  as  compared  with  wormhole  routing.  The 
results of their experiment are shown in Figure 6. 
  Mullins [2] also simulated an 8x8 mesh network with 2 
virtual  channels  and  4  buffers  per  channel.   They 
compared different amounts of speculation in their router 
to see how important  each  level  of speculation  was in 
terms  of  latency  and  throughput.  The  results  of  their 
experiment are shown in Figure 7.

Kim et. al. [4] wanted to show the effect of adaptive 
routing on a speculative router, so they compared DOR to 
their  adaptive algorithm in both a two-stage and three-
stage  pipeline.  In  their  experiment,  they had  3  virtual 
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Figure 5: The Critical Path of the Router 
Architecture [2]



channels  per  router  (as  required  by  their  routing 
algorithm)  and  4  flit  buffers  per  VC.  The  results  are 
shown in  Figure 8. 

Figure 6: Latency vs Fraction of Capacity 
for an 8x8 mesh network in [3]. WH- 
Wormhole Routing, VC - Virtual Channel 
(4 cycle), specVC - Virtual Channel (3 
cycle)

Figure 7: Latency vs Throughput for an 
8x8 mesh network in [2]. The different 
lines represent different degrees of 
speculation

Figure 8: Latency vs. Injection Rate for an 
8x8 Mesh in [4]. The different lines 
correspond to different traffic patterns: 
Transpose(TP), Self-Similar(SS), and 
Multimedia(MM)

 

  
  Comparing the results from Figure 6 and Figure 7 show 
that aggressive pipelining pays off, at least in simulation. 
Under light loads, the average latency is reduced by 50% 
in cycles. The authors in [1] claim that their clock cycle 
is only 12 FO4 compared with  [4]'s  prediction of a  20 
FO4  clock  cycle,  making  this  number  even  more 
impressive. 

However,  when  the  authors  implemented  the  chip 
[2],  they found their  clock cycle was approximately 35 
FO4.   Still,  this  represents  a  win  over  the  canonical 
router in terms of zero-load latency.  In simulation,  [2] 
also  slightly  outperforms  [4]  in  terms  of  achievable 
throughput,  but in  the actual  implementation  there was 
not  enough data  to determine  whether  this  relationship 
holds as throughput increases, as shown in Figure 9.
   The results from [4] are more difficult to compare to 
the  others  since  their  main  comparison  is  between 
oblivious routing and adaptive routing, and between a 2-
stage pipeline and a 3-stage pipeline.  Not surprisingly,, 
the  results  show  that  adaptive  routing  offers  better 
throughput,  and a shorter  pipeline has lower latency. It 
would have been interesting  to have an  analysis of the 
speed  of  their  pipeline  in  terms  of  FO4,  in  order  to 
evaluate this architecture against the others.
  Kim et al. express concern that the single-stage pipeline 
in [1] does not consider switch contention, as high switch 
contention in the  P:1 stage would result in a high abort 
rate, leading to a degradation in performance. However, 
in  the  actual  implementation  [2],  the  authors  note that 
the  abort  rate  was quite  small. Losses  in  performance 
were usually due to poor decisions made by their highly 
speculative  scheduling  algorithm,  rather  than  a  high 
numbers of aborts.
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Figure 9: Latency vs Throughput for different 
speculative router architectures  in [2]. The network 
is a 4x4 mesh. 



5. COMPARISON & CRITIQUES

  The  design  in  [3]  provides  a  starting  point  for 
comparing  the  performance  of different  routers.   Their 
approximation is that  a canonical virtual  channel router 
requires  4  stages  with  20  FO4  at  each  stage.  By 
combining  VC allocation  with  switch  allocation,  [3]  is 
able to reduce the router  to 3 stages.  [2] predicted that 
with aggressive speculation, their router would be able to 
complete all of the router stages in a single 12 FO4 cycle. 
Their assumption is that the wire delay is 2 FO4. When 
they implemented their design [2], the actual clock cycle 
was  35  FO4  with  the  most  aggressive  speculation.  In 
implementing  their  design,  they created  a  chip  which 
consisted of a 4x4 array of tiles. The tiles were mainly 
place-holders  for  routers,  and  were  quite  small.  The 
authors noted that in a real system, the actual chip would 
be larger,  meaning  that  their  routers  would  contribute 
less area overhead.  However, they neglected the fact that 
in such a scenario, the wires would also be considerably 
longer  between the routers,  contributing to hop latency. 
This demonstrates the difficulty in accurately predicting 
performance  based  on  microarchitectural  optimizations 
and  simulation  data  without  having  a  full 
implementation to support the claims.
  It is difficult to say which technique is superior (with 
respect to latency) between designs [2] and [4].  This is 
because the effectiveness of speculative methods can be 
dramatically  altered  by  different  network  traffic 
characteristics causing more speculative collisions.  If the 
network traffic is bursty (having either a large load or a 
minimal load), then the speculative methods described in 
[2]  allow a  single-cycle  latency oblivious  router  to  be 
realized and to be effective.  However, if a larger set of 
traffic conditions must be tolerated (or if adaptive routing 
algorithms are desired), then the design described in [2] 
will not be as desirable as that in [4].
  An  ideal  solution  would  combine  the  techniques 
described  in  these  papers.  [3]  introduces  the  idea  of 
combining  pipeline  stages  with  speculation,  and 
demonstrates  that  speculation  has  a  positive impact  on 
both latency and throughput.  [1]  presents  a  scheme for 
precomputing  allocation  decisions,  allowing  further 
compression  of  the  routing  pipeline.  [4]  describes  a 
method  for  precomputing  outcomes  for  all  possible 
inputs,  which  is  used  in  the  routing  computation,  but 
could be extended to other decision processes in a router. 
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