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Abstract—In this project we studied a Solar Cell Ray tracer

simulator for parallelizing the code. These simulators are used

by device level researchers of Solar Cell technology to better

understand the energy efficiency of thin multi layer solar cells.

In particular, we parallelized this application for the members

of the Peumans group to assist them with speeding up their

experiments. In our study we implemented and analyzed the

performance of three different parallelization schemes. The three

schemes spanned two levels of nesting in the Raytracer simulator

application. Our final implementation was able to achieve 7x

speed up on an 8 core system. The solar cell research groups

at Stanford will be using our parallelized code for their future

experiments.

I. INTRODUCTION

Solar cells convert sunlight into electricity. They are made of
several material layers stacked on top of each other including:
two metal contacts sandwiching a light absorbing semiconduc-
tor layer. Silicon (Si) is now the semiconducting material used
in most commercial solar cells for its abundance in the earths
crust [4]. Today, the worldwide solar cell production is beyond
5GW and is predicted to reach 20GW by 2015, and currently
the global market for solar electricity is more than $10
billion/year [2,4]. The solar cell technology is anticipated to
soon become the main competitor for the fossil fuel technology
[4]. For the solar cell to compete with the fossil fuel in large
scales, its material cost must be reduced by a factor of 2-5 [3].
To reduce this cost, thinner solar cells must be produced [3].
Thinner cells, however, are less efficient in absorbing sunlight.
The current record cells have 50m thickness and 25% light
absorption efficiency; the goal is to find a way to make them
1m thick while improving the efficiency and reducing the cost
[4,1]. Solar cells can be improved in two ways: (1) by using
materials with better light absorption properties than Si, or (2)
by designing more clever light concentration mechanisms to
capture sunlight. Today, researchers pursue both approaches
[4,3]. Both approaches require heavy simulation of the solar
cell device. Today, both the industry and academia are in
need of powerful simulators for thin film solar cells to design
more efficient solar cells. Sadly, there are not many practical
thin film simulators available today. In this project we paral-
lelized the thin film solar cell raytracer simulator developed
in Peumans Research Group. We used three approaches to
parallelize the simulator: thread pool parallelization of light
rays, master/worker parallelization of light rays, and thread
pool parallelization of wavelengths. Figure 1 illustrates the

general structure of a multi-layer thin film solar cell with
a light ray incident on the surfaece and scattered accross
multiple material layer of the device.

Fig. 1. A multi-layer thin-film solar cell structure with rays propagating
through the layers. As they propagate, they reflect and refract at the layer
boundaries

II. APPLICATION ARCHITECTURE & DATAFLOW

The simulator for this code has been implemented in C++.
All the configuration parameters, such as solar cell surface
layer geometry, incident light rays, ray wavelengths, ray di-
rections, and other global parameters for instantiating the ray
tracer. The dataflow for the code can be seen in Figure 2.
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Fig. 2. The code block diagram of the raytracer simulator main() function

The data flow of the figure shows the architecture of the
simulator. The overall dataflow of the application follows a
nested parallel loop. The pseudocode for the nested parallel
loop can be described as:



for every direction
for every wavelength
call trace_bunch for s polarization
call trace_bunch for p polarization

tracer::trace_bunch
for every ray in config file
trace_ray

where trace ray performs the per-ray computation.
On an initial assessment of the application, we realized that

99% of the execution time of the application was spent in the
trace bunch calls to the rt raytracer objects. The rt raytracer
object details are listed in Figure 3.

Figure 3 explains the data flow of the tracer.trace bunch
calls from Figure 2. Each rt raytracer object has a Ray Tracing
Queue, Surface Map, and a reference to the Material libraries.
The ray queue is initialized to all the rays from the input
configuration file for every trace bunch call on the raytracer.
For every ray in the ray queue, the trace bunch call checks
the surface geometry for the cross point of the ray and the
absorption value of the ray at the surface. The trace bunch
calls also update the Surface Map geometry with the surface
efficiencies and these values are then added for every ray that
is traced by the trace bunch function. The total value is the
energy harvested from light rays into electricity. This process
repeats itself untill all the configuration file parameters have
been iterated through.

On an initial assessment of the application, we realized that
99% of the execution time of the application was spent in the
trace bunch calls to the rt raytracer objects. The rt raytracer
object details are listed in Figure 3.

III. EXTRACTING PARALLELISM

This application follows a nested loop architecture. With
the exception of the trace bunch (ray level) call, the direction
level loop and the lambda level loops did not have any loop
iteration dependencies. This atrribule of the application made
it a great candidate for parallelization. With regards to the ray
level, the dependencies between the loops were based on two
major data structures: the ray tracing queue and the surface
map geometry. During every iteration of the ray level tracing,
the ray queue was being read and written to for accessing
parameters necessary for calculating the absorption values and
the reflected and refracted rays. Furthermore, the efficiency
values of the surface map geometry were being written to
during every iteration at the ray level iteration.

Apart from data sharing and loop independence, we also
factored in load balancing into our design. The load for a given
configuration file is not independently distributed across the
different loop iterations. Figure 4 shows the varying amount
of workload measured in execution time for every wavelength
in the configuration file. This figure illustrates the computation
load at each wavelength in the sequential run.

As can be seen on Figure 4 the execution time of the
trace bunch calls increased with the wavelength of the rays
being traced. The increase in workloed is due an increase in
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Fig. 3. The object oriented code architecture of the raytracer simulator (i.e.
rt raytracer object)
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Fig. 4. The workload distribution of the sequential program accross the
simulated wavelengths

the index of refraction of the material for higher wavelengths
which in turn reduces the absorption efficiency of the semicon-
ducting materials we simulated. This attribute made it difficult
for us to simply parallelize the application across individual
iterations of the higher level loops. Our designs needed to
factor in this load imbalance so that the speedups achieved
from parallelizing the code would remain uniform across all
workloads.

A. Ray Level

Even though a considerable amount of sharing was ob-
served in the ray level loop, we realized none of the results
should necessarily depend on the order of execution of the
loops. Therefore, we decided to approach parallelizing the
ray tracing code as it contributed to 99% of the execution
time. We believed that parallelizing this code would contribute
greatly to the reduction in latency of each trace bunch call.
Furthermore, parallelizing the code at the lowest level would
have allowed for the opportunity to explore nested parallelism
if the opportunity presented itself in the short period of time
of this project.

1) Thread Pool Implementation: Given the inherent load
imbalance of the sequential code access multiple wavelengths
and materials with different index of refractions (Figure 4),
we realized the potential for a thread pool implementation to
provide us with reasonable speedup.



Our initial approach for parallelizing the raytracer involved
having a separate thread for processing the absorption, re-
flection, and refraction of each ray. Since the workload for
tracing rays in the rt raytracer code was being generated
dynamically, we decided to use the thread pool technique.
While, implementing this approach, there were a few factors
that we had to consider:

a. Data Sharing: The ray queue object and the surface
map objects were being written to and read by every call
to trace bunch. In our design we decided to keep these data
structures global across the threads rather than having an
individual one for every ray. We decided to keep a global
ray queue structure, because if a thread was only allowed
to read and write to its own queue then the load would not
have been balanced across all threads. The reason being that
every surface would reflect and refract the rays independently
depending on its refractive index and the angle of incidence
of the ray. Some surfaces would have caused rays to bounce
between surface boundaries a lot longer before they would
reach their minimum energy intensity threshold or leave the
surface. This inherent load imbalance in the ray level for loop
can be seen in Figure 1.

b. Load Balancing: Our decision to keep the data structures
global across the threads made the application inherently load
balanced. The lambda load imbalance in the application did
not affect the thread pool implementation as we were working
at a level lower than lambda.

Figure 5 reflects the details of this implementation:
As can be seen, each thread polls the queue to check if

there are any more rays in the ray queue. If it finds a ray in the
queue, it pops it off the queue and processes the absorption and
reflection/refraction for the ray. The ray queue and the surface
locks are protected by global locks. The reason for this is
because every thread checks the size of the ray queue and since
the data structure was implemented using C++ STL class, the
call to the size element of the vector was not thread safe across
the structure with finer grained locking. Therefore we had no
choice but to implement a global lock for the object. As for
the surface map object, it was being accessed and modified by
a lot of lower level classes in the code and it was difficult for
us to trace all the lower level classes as the object was being
passed as a reference and being modified at other functions.
When we tried to implement finer grained locking, we ran into
quite a lot of segmentation faults which were difficult to track.
Therefore, in the interest of time, we decided to keep a global
lock on the surface map objects.

2) Master Worker Implementation: We also explored a
master/worker approach to deal with Ray level parallelism.
For reasons mentioned before, we wanted to put a larger
effort towards optimizing the lowest level to be able to
maintain scalability of the application for nested parallelism. In
designing our thread pool approach, we learned that the global
locking scheme could possibly result in a lot of serialization of
the threads. Therefore, we followed the master/worker scheme
to explore the possibility of splitting of the ray queue across
threads and maintaining load balancing through a master

Fig. 5. The thread pool extracts light ray workloads from the ray queue and
updates the surface map object at the end of the ray computation.

scheduler. Figure 6 shows the details of the master/worker
implementation.
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! 

Fig. 6. The master assigns light ray workloads to each worker thread using a
dedicated queue between the master and each worker. It collects the reflected
and refracted ray objects returned from the workers and schedules them based
on a round-robin scheme.

The design aspects of the Master Worker design can be
classified as follows:

a. Data Sharing: As displayed by X5 the master assigns ray
workloads to each worker thread using multiple queues, each
linked to one of the worker threads. Once workers complete
their computation, they return a reflected and a refracted ray
to the master via their dedicated queue. The master/worker
implementation avoids the coarse grained locking scheme and
the contention associated with the thread pool design. There
is locking for the queues between the Master and its workers.
However, since each worker has a separate queue for accessing
the next available ray, there will be a maximum of two threads
contending for any lock at a given point in time. Through this
design we hoped to mitigate the serialization in the thread
pool scheme for lock contention by bringing down the threads
contending for locks.

b. Load Balancing: An important aspect of using the mas-
ter/worker approach was to make sure that every thread had
a fair amount of work so that we could minimize on the
latency associated with threads waiting for other threads to
finish. This introduced another synchronization point in this
scheme; communication between the master and workers on
the workload. Whenever a worker is idle, it sets its idle flag to
true and waits for the master to assign it more work. When the



master has more work, it notifies the idle threads of its status.
When all the threads go into idle state and the master has no
more work, then the master returns the surface map efficiency
values to the main function call and proceeds to re-instantiate
the workload for the next wavelength in the configuration.

B. Wavelength (lambda) Level
Our original intention was to be able to explore hierarchi-

cal/nested parallelism. Therefore, we also decided to approach
the problem of parallelism at one level higher than the ray level
code execution. To this effect, we parallelized the for loop
that iterated through the wavelengths in the configuration file.
Figure 7 shows the block diagram of this approach:
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Fig. 7. Each thread has its own wavelength tracer object

To implement our design we analyzed the following design
traits:

a. Data Sharing: In the original application, the wavelength
level for-loop was calculating the surface absorption values by
iterating over one Tracer object and calling the trace bunch
member function from the Tracer class. However, based on
preliminary results of the thread pool approach on rays, we
realized that sharing the tracer object across the threads would
only cause excessive contention latencies and would not help
our case. Therefore, to completely eliminate data sharing in
the code, we replicated the tracer object for every thread.
Since the wavelength level for loop iterations were completely
independent of each other, this implementation did not require
any data sharing or synchronization constructs.

b. Load Balancing: We used static interleaved scheduling
for the lambda level for loop. We did not face this issue
of differing load balances based on refractive indices of the
reflecting surfaces. However, we did face the issue that at any
point, the thread with the highest wavelength would take the
longest to finish. Therefore, we followed an interleaved ap-
proach which would cause the application to be approximately
load balanced under the realistic assumption that the number of
wavelengths processed would be much larger than the number

of threads and that the wavelengths being sampled would be
strictly increasing/decreasing in time.

IV. EXPERIMENTS & RESULTS

A. Methodology

We ran our simulation on the Cyclades clusters with each
machine having two dual quad-core Intel x86 cores (2.3GHz).
. We used the Qsub submission application to guarantee
accurate timing measurement for our results.

B. Speedup & Results Analysis

1) Thread Pool: Figure 12 shows the speedup results for
the thread pool implementation.

Unfortunately, there is no speedup in this approach! The
reason for this problem is mainly due to the global locks on
the ray queue object and the serialization of the code due to
the global locks. Figure 8 shows the breakdown of the time
consumed at the barriers and locks; the sum of the two is larger
than the useful time spent in doing the simulation computation.
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Fig. 8. The execution time breakdown for the thread pool technique at the
ray level parallelization

As explained in the previous section, the data structure
implementation of the code, did not allow us to explore finer
grained locking in this code (unless the entire code structure
was re-developed). Therefore, based on the global locking
scheme for the data structures, this serialization was expected
and we decided to approach the master/worker approach in
order to reduce lock contention and data sharing.

2) Master/Worker: Figure 12 displays the speed up results
for the master/worker approach:

As can be seen in the Figure 12, this approach was definitely
more successful than the Thread Pool approach. However, the
speedup was sublinear in nature. The reason for this is because
the surface map object still had to be locked. In fact Figure 9
shows the breakdown of the execution time of every thread.

As can be seen from Figure 9, 25% of the time is spent by
the threads on contending for the Surface Map object lock.
Therefore, the contention overhead accounts for the sublinear
speedup for the master/worker approach. We believe that if
we are able to refactor the code and perform reduction on
the Surface Map object, then the master/worker approach
would be more effective in extracting parallelism from this
application.



Since the master/worker is also designed to be a load
balanced solution to the non-uniformly distributed ray tracing
algorithm, we decided to characterize its performance based
on the number of rays being processed by each thread. Figure
10 gives the breakdown of number of rays handled by each
thread:
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Fig. 9. The execution time breakdown for the master/worker technique at
the ray level parallelization
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Fig. 10. The distribution of rays accross the differrent workers for eight
workers

It is evident from this figure that the Master Worker is quite
load balanced and would not pose any extra latencies due to
load imbalance overhead.

Furthermore, we also wanted to evaluate whether the over-
head of scheduling in the master worker could be amortized
over large work loads to achieve better speedup. Since higher
wavelengths tend to be more computationally intensive, we

decided to characterize the speedup against the wavelength
of rays. Figure 11 shows the Speedup vs. Wavelength for 8
threads.

Fig. 11. Speedup versus wavelength for the master/worker scheme. As the
wavelength increases the computation intensity increases, reducing the impact
of scheduling overhead

This Figure 11 shows that the simulator speedup increases
as we increase the workload of the application. Therefore,
the master/worker approach is quite effective for very large
application workloads; specifically loads with a large number
of rays.

3) Wavelength () Level: Figure 12 shows the speedup for
the wavelength level paralellization implementation. Notice
that the speedup flattens out at 8 processors. The reason is that
the test machine for our experimentations had only 8 cores.
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Fig. 12. Simulation speedup for the three implementation schemes in this
project: thread pool at ray level, master/worker at ray level, and thread pool
at wavelength level

As can be seen this approach resulted in the best perfor-
mance increase. The lack of data sharing and synchronization
in this approach yielded an almost linear scale up. We believe
that the difference between the ideal speedup and the Lambda
Level parallelization is because of I/O which needs to be
performed for every wavelength iteration in order to relay
the simulation results to the end user interface. However, this
can be overcome by changing the logging infrastructure of
the simulator. In the interest of time and compatibility of
the simulator with other analysis applications developed by
the Peumans group, we decided to not change the logging
architecture of the code.



Our main concern with the lambda level parallelization was
the inherent load imbalance due to non uniform computation
workload across wavelengths. Figure 13 displays how the rays
get distributed between different threads.

Fig. 13. The load distribution of light rays over the threads

Figure 13 shows that our assumption about not having an
adverse load imbalance if the number of threads was much
smaller than the number of wavelengths sampled held true.
Therefore, even though such solar cell simulations are not
load balanced, the results indicate that for a large enough
workload the imbalance would not have adverse affects on
the applications latency.

V. CONCLUSION

Having realized the essential importance of the solar cell
technology in todays energy market, we chose to work on one
of the main challenges that solar cell designers are struggling
with today - lack of fast and accurate simulators for designing
sophisticated and cost effective devices. To that end, one
of the few available raytracer simulators, developed by the
Peumans research group, was studied for its parallelization
potentials and was parallelized in three different ways. The
result of our efforts was a speedup of 7 on an 8 core CMP
machine. Having achieved so much parallelism at the wave-
length level, and realizing that the raytracer simulator demands
high throughput computation machines, we are considering
implementing the simulator on CUDA in near future and
evaluate its performance on those machines. At this point
several reserch groups in the physics, electrical engineering
and material sciences department are interested in our work
results. In case they demand for a more powerful simulator
we will certainly implement the CUDA version in our spare
time over the summer.
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