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The Problem

� High-performance signal and image processing needed
� Baseband processing
� MIMO and interference cancellation
� Video, still images, audio, and other applications processing

� Required performance/watt levels can only be achieved 
with ASICs today
� Current programmable DSPs 30x-100x less efficient
� ASICs are costly (NRE) and inflexible

Most computing cycles today are performed in embedded signal- and image-
processing systems such as cell phones and digital TVs. Almost all of this 
processing is currently performed by application-specific integrated circuits 
(ASICs), as they are 30-100x more efficient in terms of cost and power than 
the most efficient programmable processors and DSPs. 

The two main issues with ASIC design are the design cost/time and 
complexity. Amortizing the NRE cost is only possible for very large 
production runs. Additionally, as algorithms become more complicated the 
effort required to imbed them in hardware becomes disproportionately more 
so.
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The Solution
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The EEC project is developing an energy-efficient programmable 
architecture that is at least as efficient as an ASIC implementation for a 
broad range of applications, while at the same time providing the flexibility of 
programmability. This is achieved by a novel architecture that systematically 
eliminates much of the overhead of conventional programmable processors 
and through the use of custom circuits.

The goal is to achieve 10-30x better efficiency from architectural 
improvements and 3-6x from optimized layout and circuit techniques. A 
further 1-5x improvement is expected from specializing the architecture for a 
particular algorithm.
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Efficient Architecture
� Explicit data/instruction movement

� Compiler-controlled data movement (no caches)
� Local software-controlled memories
� Distributed, indexed data register files
� Distributed instruction register files

� Instruction overhead amortization
� Indexable register files
� Flexible zero-overhead and single-instruction loops
� Compiler-selected instruction configurations

Dynamic structures, such as caches and branch predictors, burn power in a 
way that can’t be optimized statically. For embedded algorithms the compiler 
can do a better job of optimizing for power if it controls all data movement.

Previous research shows that distributed register files are more power 
efficient. Providing built-in index generators reduces the instruction overhead 
for regular access patterns.

Instruction movement burns power in the same way that data does, which 
makes it equally important to schedule instructions as carefully as data.

The use of compiler selected functional unit configurations allows efficient 
execution of complex instructions.
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Optimized Circuits/Layout

� Small, repeated compute element enables 
optimization

� Hand-packed register files, ALUs, Multipliers
� Low-swing interconnect
� Low-swing register files
� Integrated memory sense/compute
� Local-only communication eliminates global 

wiring

The chip architecture is designed to be built out of relatively small, repeated 
compute elements, which justifies significant investment in circuit and layout 
optimizations. These optimizations would be intractable for a large, 
heterogeneous ASIC.

Low swing interconnects for data/instructions and low swing register files can 
reduce data movement power by a factor of 4. Through the use of custom 
circuits we can integrate the sense amps into the logic to help reduce the 
overhead of low swing signalling.
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High-end EEC for infrastructure

� Scalable from 10Gops 
to 25 Tops

� Example
� 200mm2 65nm chip
� 3200 compute 

units @ 2GHz
� 25.6 Tops 

(just counting DSP ops)
� ‘Host’ RISC cores 

and I/O blocks

Individual Ensembles are expected to be 0.25mm on a side, running at 
2GHz. Each Ensemble contains four compute units, thus capable of 8G DSP 
operations per second.

RISC cores are included for OS support. I/O ports will stream data through 
the tiles.
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Low-end EEC for handsets
Example 2

� 10mm2 65nm chip
� 160 compute 

units @ 2GHz
� 1.28 Tops 

(just counting DSP ops)
� ‘Host’ RISC core 

and I/O block
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EEC Tile

Each tile is built of a number of Ensemble units, local communication with 
neighboring Ensembles and a network interface to the other tiles.
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EEC Ensemble

Each Ensemble is built of four compute engines, with a shared local 
memory, individual scratch-pad memories and neighbor communication.
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EEC Compute Unit

Within each Ensemble there are multiple Compute Engines. The Compute 
Engine does the actual computation and sequencing operations. Each 
Compute Engine can communicate with its neighboring Compute Engines 
and all other Compute Engines within its Ensemble.

A Compute Engine with a Data Path made up of 2 ALU Groups, 2 indexable
data register files (one with predicates, one without), a smaller non-indexable
register file, a Local Communications Unit, and a Local Memory Interface. 
The Instruction Path consists of separate Instruction Register Files for each 
unit (with the two ALU Groups able to share their Instruction Register Files), 
a Sequencer, and an Instruction Loader.  
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Programming
� C-like syntax with streaming extensions
� Kernels & kernel placement code

FIR inner-loop:

Programs are written in a C-like language, with explicit data movement. This 
leads to stream-like implementations where kernels can be multiplexed in 
time/space. Unlike traditional streaming architectures, fine-grained 
conditional code can be executed in parallel across multiple Compute 
Engines.
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Compiler Research
� Today

� Compiles “C” code + intrinsics per compute unit
� Manual partitioning and placement
� Automatic list scheduling

� Project Goal
� Automatic partitioning and placement onto compute 

units and ensembles
� Optimization of communication
� Dynamic load balance

The EEC compiler has to meet hard real-time constraints. Code optimization 
will target minimal power dissipation. Unlike traditional compilers, the EEC 
compiler knows the exact power cost of all data and instruction manipulation. 
A long term goal of the project is to figure out the right way to automate the 
selection of space and time multiplexing.
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Preliminary Results
� Design

� ASIC-flow layout (no custom circuits)
� 130nm process

� Instruction Register Scheduling
� ARM scalar instructions
� Trace-based analysis (no loop changes)

Two preliminary studies have been completed. The first explored an ASIC 
implementation of an Ensemble to get baseline power and area numbers. 
The second investigated adding instruction registers to a scalar embedded 
processor to determine the potential benefits of software managed 
instruction fetch.
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Preliminary Design – Standard Cell

Includes Instruction 
Registers

Data Registers 
are 58% of 

ALU/MAC area

Preliminary results are dominated by the memory elements as instantiated 
by the ASIC flow. Custom circuits and layout should reduce these by a factor 
of 3-6.
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Custom design 
will reduce 

storage overhead 
by 50%

Lesson from IBM/Sony Cell Processor:
Storage is expensive; functionality is cheap.

Question:
Is this the right storage/computation mixture?
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Currently ASICs are 
5.6x better

Opportunity for improvement: 
•custom circuit 3x
•custom layout 2x

A 64-tap FIR filter was implemented both in ASIC flow and programmed on 
our baseline architecture. The result is that the area required for the full 
implementation is 5.6x more than the ASIC implementation. 
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Instruction Registers Power Consumption

Dramatic decrease in power when loops fit 
in Instruction Registers; no cache needed.
Significant potential for improvement 
from high-level code transformation.

I-Cache only power 
consumption = 100%

To analyze the potential benefit of software controlled instruction scheduling, 
a series of multimedia benchmarks for the ARM processor were analyzed 
and scheduled for a small group of software-controlled Instruction Registers. 
In spite of the fact that loops themselves were not modified, the results 
suggest that it is realistic to save up to 70% of the instruction fetch power by 
using Instruction Registers instead of directly fetching from an I-cache. This 
benefit comes from the small-loop nature of the embedded applications 
(which has been previously, but less effectively, exploited via dynamic L0 
caches and loop buffers) and the low-power consumption of a small, 
software controlled Instruction Register. The EEC project will enable higher-
level code transformations for even better efficiency.
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Future Work
� Instruction configuration
� Power-aware and optimizing compiler
� Time/Space multiplexing
� Memory hierarchy for embedded computing
� Low-swing datapath design
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Conclusions
� ASIC efficiency, programmable in “C”
� Ideal platform for

� Radar, Image analysis, software radio, etc…

� Also has commercial applications
� Cellular, WiFi/WiMax, codecs, digital TV, etc…

� Encouraging preliminary results
� Standard cell implementation of initial architecture
� Instruction Register Scheduling for scalar code

� Much room for further improvement 


